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Abstract. Individuals are often influenced by the behavior of others, for instance 
because they wish to obtain the benefits of coordinated actions or infer otherwise 
inaccessible information. In these situations this social influence can decrease 
the ex ante predictability of the ensuing social dynamics. We claim that, interest-
ingly, these same social forces can increase the extent to which the outcome of a 
social process can be predicted in its very early stages. This paper explores this 
claim through a theoretical and empirical analysis of cultural markets such as the 
experimental music market described and analyzed in [1]. We begin by introduc-
ing a new reachability-based method for assessing the predictability of stochastic 
processes. This method is then applied to a simple model for online markets, 
enabling evaluation of the predictability of market outcomes. Insights derived 
through this analysis are used to develop algorithms for predicting market share 
winners, and their ultimate market shares, in the early phases of a cultural mar-
ket’s evolution. The utility of these algorithms is illustrated through analysis of 
the publicly available experimental music market data sets [2].  

Keywords: Social dynamics, predictability, mathematical sociology, collective 
behavior, empirical analysis.  

1 Introduction 

Enormous resources are devoted to the task of predicting the outcomes of social proc-
esses, in domains such as economics, politics, popular culture, and national security, 
but the quality of such predictions is often quite poor. Consider, for instance, the case 
of cultural markets. Perhaps the two most striking characteristics of these markets are 
their simultaneous inequality, in that hit songs, books, and movies are many times 
more popular than average, and unpredictability, so that well-informed experts rou-
tinely fail to identify these hits beforehand. Examination of other domains in which the 
events of interest are outcomes of social processes reveals a similar pattern – market 
crashes, regime collapses, fads and fashions, and “emergent” social movements in-
volve significant segments of society but are rarely anticipated.  

It is tempting to conclude that the problem is one of insufficient information. 
Clearly winners are qualitatively different from losers or they wouldn’t be so domi-
nant, the conventional wisdom goes, so in order to make good predictions we should 
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collect more data and identify these crucial differences. Research in the social and 
behavioral sciences calls into question this conventional wisdom and, indeed, indicates 
there may be fundamental limits to what can be predicted about social systems. Con-
sider social processes in which individuals pay attention to what others do. Recent 
empirical studies suggest that the intrinsic characteristics of such processes, such as 
the quality of the various options in a social choice situation, often do not possess 
much predictive power [e.g., 3-10].  

In order to understand this phenomenon more deeply, Salganik et al. [1] recently 
conducted an elegant experiment in which over 14,000 participants were recruited to 
participate in an “artificial” music market and the impact of social influence on their 
choice of songs to download was examined. Briefly, the participants were presented 
with a web page displaying a selection of 48 songs by unknown bands and were asked 
to choose songs to listen to and download. As they arrived at the music market site 
they were randomly assigned to one of two experimental conditions: Independent, in 
which they saw only the names of bands and songs, and Social Influence, in which 
they were further divided into eight distinct “worlds” and could see (in addition to the 
bands and songs) the number of times each song had been downloaded by previous 
participants in their respective worlds. There were three main findings: 1.) intrinsic 
song “quality” is only weakly related to market success, 2.) the presence of social in-
fluence leads to “herding” behavior in song popularity, and 3.) increasing the strength 
of social influence increases both inequality and unpredictability of market outcomes. 
While large-scale experimental investigations like [1] are still rare, the results of em-
pirical studies are consistent with these findings and indicate that such outcomes 
should be expected with a broad range of collective phenomena [e.g., 3-10].  

These experimental and empirical studies provide evidence that, for many social 
processes, it is not possible to obtain useful predictions using standard methods, which 
focus on the intrinsic characteristics of the process and its possible outcomes. We pro-
pose that useful predictive analysis often can be conducted for “unpredictable” social 
processes by carefully considering the interplay between the intrinsics of a process and 
the social dynamics which are its realization. We therefore adopt an inherently dy-
namical approach to predictive analysis: given a social process, a set of measurables, 
and the behavior of interest, we formulate prediction problems as questions about the 
reachability properties of the system. As an illustrative example, consider the task of 
assessing the predictability of market share in a cultural market in which “buzz” about 
products spreads through various social networks. If, in a market containing two prod-
ucts with indistinguishable appeal, it is possible for one product to achieve a dominant 
market share, the market may be regarded to be unpredictable. Conversely, in a pre-
dictable market the market shares of indistinguishable products evolve similarly and 
market shares of superior products are typically larger than those of inferior ones. In 
our formulation, market share dominance by product A is associated with a region in 
the space of possible market share outcomes, and deciding whether A can achieve 
such dominance while possessing an appeal that is indistinguishable from product B is 
posed as a question about the reachability of this “market dominance” region of mar-
ket share space.  
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This paper introduces a new reachability-based approach to predictability assess-
ment for stochastic social dynamical systems. In contrast to existing analytic tech-
niques, which employ computer simulation to quantify the dynamics of a social sys-
tem of interest [e.g., 10,11], the proposed method uses a novel “altitude function” for-
mulation to characterize system reachability without simulating system trajectories; 
this strategy enjoys important theoretical and practical advantages compared with 
simulation-based schemes. We illustrate the implementation and performance of the 
altitude function-based predictability assessment method by applying it to the experi-
mental music market described in [1,2]. This case study yields two main results. First, 
we develop a simple model for cultural markets which captures both process intrinsics 
and social influence dynamics, and use this model to formally assess predictability of 
market outcomes for various sets of candidate measurables. This analysis confirms the 
experimental and empirical findings [1,3-10] concerning the weak ex ante predictabil-
ity of market outcomes, but also reveals that the dynamics of social influence are such 
that very early market activity can possess significant predictive power. Second, using 
insights derived from the predictability analysis, we formulate algorithms for predict-
ing market share winners, and their ultimate market shares, very early in a cultural 
market’s evolution; the performance of these algorithms is illustrated through predic-
tive analysis involving the publicly available experimental music market data sets [2].  

2 Predictability Assessment Methodology  

2.1 Positive externality social dynamics  

A defining characteristic of cultural markets is that participants are influenced by the 
behavior of others, for instance because they wish to obtain the benefits of coordinated 
action (e.g., enjoy the offering with friends) or infer otherwise inaccessible informa-
tion (e.g., by observing people “in the know”). Processes in which observing a certain 
behavior increases an individual’s probability of adopting that behavior are often re-
ferred to as positive externality processes (PEP), and we use that term here. One hall-
mark of PEP is their apparent unpredictability: phenomena from hits in cultural mar-
kets to financial market crashes and political upheavals appear resistant to predictive 
analysis (although there is no shortage of ex post explanations for their occurrence!).  

It is not difficult to gain an intuitive understanding of the basis for this unpredict-
ability. Individual preferences are mapped to collective outcomes through an intricate, 
dynamical process in which people react individually to an environment consisting of 
others who are reacting likewise. Because of this feedback dynamics, collective out-
comes can be quite different from those implied by simple aggregation of individual 
preferences; standard prediction methods, which typically are based (implicitly or ex-
plicitly) on aggregation ideas, do not capture these dynamics and therefore are often 
unsuccessful. Interestingly, the feedback dynamics which reduces PEP predictability 
based on simple preference aggregation may increase the predictive power of very 
early measurements of these dynamics. Again the intuition is clear: early trends are 
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reinforced through the positive feedbacks of PEP, suggesting the possibility that early 
rankings of alternatives may be informative concerning the ultimate outcomes. This 
section explores this intuition in a mathematically rigorous way, by first formulating 
predictability questions in terms of dynamical system reachability, then developing a 
computational method for generating provably-correct reachability assessments, and 
finally leveraging this capability to propose an efficient approach for predictability 
analysis.  

2.2 Problem formulation  

In order to formulate a predictability question of interest in terms of system reachabil-
ity, the behavior about which predictions are to be made is used to define the system 
state space subsets of interest (SSI), while the particular set of candidate measurables 
under consideration allows identification of the candidate starting set (CSS), that is, 
the set of states and system parameter values which represent initializations that are 
consistent with the assumed observational capability. As a simple example, consider 
an online market with two products, A and B, and suppose the system state variables 
consist of the current market share for A, ms(A), and the rate of change of this market 
share, r(A) (ms(B) and r(B) are not independent state variables because ms(A)  
ms(B)  1 and r(A)  r(B)  0); let the parameters be the advertising budgets for the 
products, bud(A) and bud(B). The producer of item A might find it useful to define the 
SSI to reflect market share dominance by A, that is, the subset of the two-dimensional 
state space where ms(A) exceeds a specified threshold (and r(A) can take any value). 
If only market share and advertising budgets can be measured then the CSS is the one-
dimensional subset of state-parameter space consisting of the initial magnitudes for 
ms(A), bud(A), and bud(B), with r(A) unspecified (the one-dimensional “uncertainty” 
in the CSS reflects the fact that r(A) is not measurable).  

As will be shown below, this setup permits predictability assessment, and the re-
lated task of identifying useful measurables, to be performed in a systematic manner. 
Roughly speaking, the proposed approach to predictability assessment involves deter-
mining how probable it is to reach the SSI from a CSS and deciding if these reachabil-
ity properties are compatible with the prediction goals. If a system’s reachability char-
acteristics are incompatible with the given prediction question – if, say, “hit” and 
“flop” in a cultural market are both likely to be reached from the CSS – then the pre-
diction objectives should be refined in some way. Possible refinements include relax-
ing the level of detail to be predicted or introducing additional measurables. Continu-
ing with the online market example, if trajectories with positive market share rates 
r(A) are much more likely to yield market share dominance for A than are trajectories 
with negative r(A), then the situation is unpredictable; in this case it may be possible 
to increase predictability by adding the capacity to measure market share rate.  

We now make these notions more precise. Consider the following simple but useful 
model for a stochastic dynamical system (SDS):  

SDS:                         dx = f(x,p)dt + G(x,p)dw,  
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where x(t)Xn is the system state at time t, pParp is the vector of system pa-
rameters, the sets X and Par are assumed bounded, f: X  Par  n is a vector field 
characterizing the deterministic portion of the dynamics, w(t) is an m-valued Weiner 
process, and G: X  Par  nm is a matrix field modeling the way w(t) impacts the 
dynamics. It is shown in [12] that SDS is quite general, so that a broad range of social 
dynamics can be represented in this form.  

Let P0 be a subset of Par, and X0, Xs1, Xs2 be subsets of X. Suppose X0  P0 and 
{Xs1, Xs2} are the CSS and SSI, respectively, corresponding to the prediction question. 
Let a specification   0 be given for the minimum acceptable level of variation in 
system behavior relative to {Xs1, Xs2}. Consider the following  

Definition 1: A situation is eventual state (ES) predictable if |1  2|  , where 1 and 
2 are the probabilities of SDS reaching Xs1 and Xs2, respectively, and is ES unpredict-
able otherwise.  

Note that in ES predictability problems it is expected that the two sets {Xs1, Xs2} rep-
resent qualitatively different system behaviors (e.g., hit and flop in a cultural market), 
so that if the probabilities of reaching each from X0  P0 are similar then system be-
havior is unpredictable in a sense that is meaningful for many applications.  

This predictability concept forms the basis for our definition of useful measurables:  

Definition 2: Let the components of the vectors (x0, p0)  X0  P0 which comprise the 
CSS be denoted x0 = [x01 … x0n]

T and p0 = [p01 … p0p]
T. The measurables with most 

predictive power correspond to the state variables x0j and/or parameters p0k for which 
predictability is most sensitive.  

The basic idea is that a good estimate for the measurables that can most dramatically 
affect the predictability of a given problem can be obtained by identifying the measur-
ables for which predictability is most sensitive. We do not specify a particular measure 
of sensitivity to be used in identifying measurables with maximum predictive power, 
as such considerations are ordinarily application-dependent (see [12] for some useful 
specifications). Note that Definitions 1 and 2 characterize the role played by initial 
states in the predictability of social processes. In some cases it is useful to expand this 
formulation to allow consideration of states other than initial states. For instance, we 
will show below that very early time series are often predictive for PEP, suggesting 
that it can be valuable to consider initial state trajectory segments, rather than just ini-
tial states, when assessing predictability. This extension can be naturally accomplished 
by redefining the CSS, for instance by augmenting the state space X with an explicit 
time coordinate [12].  

2.3 Stochastic reachability analysis  

The previous subsection formulates predictability analysis problems as reachability 
questions. Here we show that these reachability questions can be addressed through an 
“altitude function” analysis, in which we seek a scalar function of the system state that 
permits conclusions to be made regarding reachability without computing system tra-
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jectories. We refer to these as altitude functions to provide an intuitive sense of their 
role in reachability analysis: if some measure of “altitude” is low on the CSS and high 
on an SSI, and if the expected rate of change of altitude along system trajectories is 
nonincreasing, then it is unlikely for trajectories to reach this SSI from the CSS.  

We begin with an investigation of probabilistic reachability on infinite time hori-
zons. The following “supermartingale lemma” is proved in [13] and is instrumental in 
our development:  

Lemma SM: Consider a stochastic process SDS with bounded state space X, and let 
x(t) denote the stopped process associated with SDS (i.e., x(t) is the trajectory of SDS 
which starts at x0 and is stopped if it encounters the boundary of X). If A(x(t)) is a 
nonnegative supermartingale then for any x0 and  > 0  

P{sup A(x(t))   | x(0) = x0}  A(x0) / . 

We are now in a position to state our first result:  

Theorem 1:  is an upper bound on the probability of trajectories of SDS reaching SSI 
Xs1 from CSS X0, while remaining in X, if there exists a differentiable function A(x) 
such that  

▪ A(x)   xX0;  
▪ A(x)  1 xXs1;  
▪ A(x)  0 xX;  
▪ (A/x) f + (1/2) tr [GT (2A/x2) G]  0 xX, pPar.  

Proof: As (A/x) f + (1/2) tr [GT (2A/x2) G] is the infinitesimal generator for SDS, 
the third and fourth conditions of the theorem imply that A(x(t)) is a nonnegative su-
permartingale pPar. Thus, from Lemma SM, we can conclude that P{x(t)Xs1 for 
some t}  P{sup A(x(t))  1 | x(0)=x0}  A(x0)   x0X0, pPar.                

The preceding result characterizes reachability of SDS on infinite time horizons. In 
some situations, including important applications involving social systems, it is of 
interest to study system behavior on finite time horizons. The following result is useful 
for such analysis:  

Theorem 2:  is an upper bound on the probability of trajectories of SDS reaching Xs1 
from X0 during time interval [0,T], while remaining in X, if there exists a differenti-
able function A(x,t) such that  

▪ A(x,t)   (x,t)X00;  
▪ A(x,t)  1 (x,t)Xs1[0,T];  
▪ A(x,t)  0 (x,t)X;  
▪ (A/x) f + (1/2) tr [GT (2A/x2) G]  0 (x,t)X, pPar.  

Proof: The proof follows immediately from that of Theorem 1 once it is observed that 
P{x(t)Xs1 for some t[0,T]} = P{(x(t),t)Xs1[0,T]}.                               

The idea for the proof of Theorem 2 was suggested in [14].  
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2.4 Reachability-based predictability analysis  

Having formulated predictability assessment for social processes in terms of system 
reachability and presented a new theoretical methodology for assessing reachability, 
we are now in a position to give a practically implementable approach for deciding 
predictability. Observe first that the preceding theoretical results are of direct practical 
interest only if it is possible to efficiently compute altitude functions. Toward that end, 
observe that Theorems 1 and 2 specify convex conditions to be satisfied by the associ-
ated altitude functions. Thus the search for altitude functions can be formulated as a 
convex programming problem [15]. Moreover, if the system of interest admits a poly-
nomial description (e.g., the system vector and matrix fields are polynomials) and if 
we restrict our search to polynomial altitude functions, then the search can be carried 
out using sum of squares (SOS) optimization [16].  

SOS optimization is a convex relaxation framework based on SOS decomposition 
of the relevant polynomials and semidefinite programming. SOS relaxation involves 
replacing the (non-)negative and (non-)positive conditions to be satisfied by the alti-
tude functions with SOS conditions. As an illustration of the basic idea, consider the 
following relaxation of the conditions for A(x) given in Theorem 1:  

   A(x)   xX0                   − A(x) − 0
T(x) g0(x) is SOS 

   A(x)  1 xXs1                 A(x) − 1 − s1
T(x) gs1(x) is SOS  

   A(x)  0 xX                   A(x) − X
T(x) gX(x) is SOS 

   BA(x)  0 xX, pPar       BA(x)X
T(x) gX(x)P

T(p) gP(p) is SOS  

where the notation BA(x)  (A/x) f + (1/2) tr [GT (2A/x2) G] is introduced for 
convenience, the entries of the vector functions 0, s1, X, P are SOS, and the vector 
functions g0, gs1, gX, gP satisfy g()  0 (entry-wise) whenever xX or pPar, respec-
tively. The conditions on A(x) specified in Theorem 2 can be relaxed analogously. The 
relaxed SOS conditions are obviously sufficient and typically are not overly conserva-
tive.  

Once the set of conditions to be satisfied by A(x) are relaxed in this way, the alti-
tude function can be constructed by solving an SOS program. Software for solving 
SOS programs is available as the third-party Matlab toolbox SOSTOOLS [16], and 
example SOS programs are given in [17]. Importantly, the approach is tractable: for 
fixed polynomial degrees, the computational complexity of the associated SOS pro-
gram grows polynomially in the dimension of the continuous state space, the cardinal-
ity of the discrete state set, and the dimension of the parameter space.  

For completeness, we outline an algorithm for computing A(x):  

Algorithm 1: altitude functions via SOS programming (outline)  

1. Parameterize A as A(x) = k ck ak(x), where the ak are monomials up to a desired 
degree bound and the ck are unknown coefficients.  

2. Relax all A(x) criteria in the relevant theorem to SOS conditions.  
3. Formulate the search for A(x) as an SOS program, implement the semidefinite 

programming-based solution SOSTOOLS, and return A(x) or the information that 
no such altitude function exists.  
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Having given a method for efficiently computing altitude functions, and thereby as-
sessing reachability, we are now in a position to present an algorithm for deciding pre-
dictability:  

Algorithm 2: ES predictability (outline)  

Given: social process of interest is SDS, CSS = X0  P0, SSI = {Xs1, Xs2}, and accept-
able level of uncertainty = .  

Procedure:  
▪ compute (upper bound for) probability 1 of SDS reaching Xs1 from X0  P0;  
▪ compute (upper bound for) probability 2 of SDS reaching Xs2 from X0  P0;  
▪ if |1,  2|   then problem is ES predictable, else problem is ES unpredictable.  

Note: 1, 2 can be computed using Theorem 1 (infinite time horizon) or Theorem 2 
(finite time horizon) together with Algorithm1 and SOSTOOLS [16].  

3 Predictability of Experimental Music Market  

3.1 Simple cultural market model  

Consider an online cultural market, such as the music market [1], in which individuals 
visit a web site, browse an assortment of available items, and choose one or more 
items to download. For simplicity, we focus on a market visited by a sequence of con-
sumers, with each visitor choosing between two items {A, B}; generalizing this simple 
binary choice setting to any finite number of choices is straightforward [17,18]. We 
model this situation by supposing that agent i chooses item A with probability  

online:                      Pi(A) =  + (1−) f,  

where f[0,1] is item A’s current market share, (1−) quantifies the intensity of social 
influence (with [0,1]), and  is the probability of an agent choosing A in the “no 
social influence” case (i.e., when =1). Agent i selects item B with probability 1 − 
Pi(A). In this model,  can be interpreted as a measure of the “appeal” of item A (rela-
tive to B), f is the social signal, and  quantifies the relative importance of appeal and 
social influence in the decision-making process.  

The model online is extremely simple, perhaps the simplest possible representation 
which captures the effects of both social influence and appeal in an online market. 
Nevertheless, this model reflects key behaviors observed in the music market [1] as 
well as in other cultural markets [e.g., 9]. For instance, Figure 1 provides a quantita-
tive characterization of the roles of social influence and appeal for the music market 
[1]. The plot at the left of Figure 1 shows that in the Social Influence worlds song 
download probability (vertical axis) increases with the number of previous downloads 
(horizontal axis); the error bars represent two standard errors. The plot at the right of 
the figure shows ultimate market shares for all songs in the Independent worlds and 
indicates that, in the absence of social influence, some songs (e.g., song 25) are consis-
tently appealing. Note that, in particular, the dependence of song download probability 
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on previous downloads is approximately linear, and that capturing intrinsics in terms 
of download probability in the Independent condition appears reasonable. Moreover, 
simulations of online show that as social influence increases ( decreases) both ine-
quality and unpredictability of market shares increase. Thus, despite its simplicity, 
online provides a useful starting point for studying predictability of online markets. 
Note that online can be expressed in the form SDS, with state variables x1 = f and x2 = 
1/(t+1) [17], so that the system’s predictability properties can be evaluated using the 
methods developed in Section 2.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

3.2 Predictability assessment  

Consider the ES predictability of ultimate market share for the system online. As dis-
cussed above, a system is ES predictable if qualitatively different outcomes (say hit or 
flop in a cultural market) have sufficiently different probabilities of occurring when 
the system is initialized at starting configurations within the CSS (see Section 2 for a 
more precise definition). A key aspect of this definition is that it depends upon the 
specification for “similar” initial configurations, which in turn depends on which sys-
tem states and parameters are assumed measurable – this dependence permits ES pre-
dictability assessment to be used to identify measurables with predictive power.  

The standard approach to market share prediction is to assume that item appeal is a 
relevant measurable, estimate appeal in some way, and use this estimate to predict 
market share. To examine the utility of this approach, we assess ES predictability of 
market share for items with identical appeal (=1/2) and identical initial market shares 
(f(0)=1/2). If it is likely that the market will evolve so one or the other item dominates 
(f becomes large or small), then market dynamics is not very dependant on item appeal 

Fig. 1. Some characteristics of the music market dynamics. The plot at left shows 
that in the social influence worlds, song download probability increases with the 
number of previous downloads. The plot at right depicts ultimate market shares 
for all songs in the no social influence worlds and indicates that, in the absence 
of social influence, a few songs are consistently appealing.  
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and therefore is unpredictable using the standard approach. In this case we should seek 
a different prediction method, perhaps based on other measurables. Alternatively, if 
market dominance by either item is unlikely then the market dynamics depends on 
item appeal in a more predictable way and the standard method may be useful.  

We evaluate ES predictability using the assessment procedure proposed in Section 
2. Let Xs1 and Xs2 be two subsets of the state space of online corresponding to, respec-
tively, f  1/2 (approximately equal market share) and large/small f (market domi-
nance by one or the other item); these are the SSI. Define the CSS X0 to be a small set 
surrounding f(0) = 1/2, the identical initial market share condition. Then, if Xs1 and Xs2 
have similar probabilities of being reached from X0, the problem is ES unpredictable 
(and also unpredictable in a practical sense). See Figure 2 for a sketch depicting the 
basic setup.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
As an illustration of the insights obtainable with such analysis, consider the high 

social influence (SI) case corresponding to small  in online. For a broad range of noise 
models, the analysis generates fairly high probabilities for reachability of both Xs1 and 
Xs2 from X0. Thus two qualitatively different outcomes – market share equity (Xs1) 
and market shares dominance (Xs2) – are both likely, indicating that the system is ES 
unpredictable. This result is consistent with empirical findings for cultural markets 
[e.g., 1,3-10] and suggests that the standard approach to market share prediction is not 
likely to produce accurate forecasts.  

Next consider the problem of searching for alternative measurables which provide 
better predictability properties in the high SI case. For example, it might be supposed 
that very early market share time series data would be useful for prediction when SI is 
high. The intuition behind this idea is that the “herding” behavior that can arise from 
SI, and which makes market prediction hard using standard methods, may lead to a 

Fig. 2. Setup for online market predictability assessment. 
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lock-in effect, in which very early market share leaders become difficult to displace. 
To test this hypothesis define a new CSS, X0*, to be a small set surrounding f(t*) = 
1/2, where t* is a small but nonzero time (see Figure 2). We compute, using the ES 
predictability assessment methodology given in Section 2, the probability that online 
with =1/2 will evolve from X0* to Xs1 and Xs2. In this case, the analysis yields a high 
probability of reaching Xs1 and low probability of reaching Xs2 (typical probabilities 
are on the order ~0.9 and ~10-3, respectively). Thus using very early time series data 
produces a more predictable situation, in which qualitatively distinct outcomes have 
qualitatively different probabilities of occurring.  

3.3 Predicting market share winners  

In many applications it would be useful to be able to predict which products will go on 
to become hits in a given market. Guided by the results of our ES predictability analy-
sis, we seek a practically measurable “indicator” condition which enables successful 
songs to be recognized early in the music market’s evolution. We focus on the ten high 
SI markets in the experiments [2], as these are the most unpredictable using standard 
methods [1]. Our method is simple and natural. The distribution of downloads in high 
SI markets is right-skewed, reflecting the PEP nature of these markets and in particular 
their “rich get richer” and lock-in tendencies. This observation suggests that when a 
market first exhibits signs of right-skew in market share distribution, a good prediction 
for the song that will ultimately win the largest market share is the one with leading 
market share at that point.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 3. Dynamics of MMi(t). The plot shows the average of MMi(t) over the 
high SI worlds (red), low SI worlds (magenta), and no SI worlds (blue).  
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Consider the simple measure of right-skew MMi(t) = meani(t)/mediani(t), where 
meani(t) is market share mean for the 48 songs in (high SI) world i at time t and me-
diani(t) is the analogous median (time t is measured in market “ticks” [2]). The plot in 
Figure 3 shows that the dynamics of MMi(t) provides a reliable early means of distin-
guishing high SI markets from the low and no SI markets. Moreover, these data indi-
cate that high SI markets reach MMi(t)  1.1 very early (i.e., at ~5% of the total market 
trajectory). Thus we propose the following method for identifying market share win-
ners: for a given market i, predict as the ultimate market share winner the song with 
leading market share when MMi(t)  1.1 for the first time. Implementing this strategy 
with the music market data [2] yields the following results: 1.) the winning song is 
correctly identified in 90% of the high SI markets and 2.) this identification is made 
within the first ~5% of the market trajectory.  

3.4 Predicting ultimate market shares  

Consider next the problem of predicting the market shares for successful songs early 
in the market’s evolution. More specifically, we wish predict the ultimate market share 
for the top five songs in a given market. Again the focus is on high SI markets, as 
these are unpredictable using standard methods [1]. We propose the following very 
simple prediction model:  

ms:      msi(T) =    msi, noSI  1 msi()  2 msi(k)  3 msi, mw(, k),  

where msi(t) is the market share of song i at time t, T is end time for the market under 
study, msi, noSI is the mean ultimate market share for song i in the no SI markets,  is 
the time at which this market first reaches MMi(t)  1.1, msi, mw(t1, t2) is the mean mar-
ket share for song i over the “moving window” [t1, t2], k  1 defines how much early 
market share time series is available to the prediction model, and {, , 1, 2, 3} are 
the model parameters. Note that obviously more sophisticated prediction models could 
be used; here the goal is to demonstrate useful performance with a simple linear re-
gression predictor.  

We now summarize some results of applying ms to the task of predicting the ulti-
mate market share of 50 successful songs (the top five songs in each of the ten high SI 
markets in [2]). Note first that, for a broad range of early time series availability (i.e., k 
specified so that 5%50% of market time series is used for prediction), all terms in ms 
except  are statistically significant predictors of final market share (p0.05). Next, 
consider the extent to which final market share can be predicted using only the intrin-
sic appeal of the songs, as measured by  msi, noSI. As shown in Figure 4 (plot at left), 
this quantity has limited predictive power, explaining less than 50% of the variance of 
final market share over the 50 successful songs. In contrast, the most predictive dy-
namics term 2msi(k) can provide useful predictions even if only a small amount of 
early time series is available (e.g., this term explains almost 80% of final market share 
variance if 20% of early time series is available); see Figure 4.  

As expected from the predictability assessment results, the predictive power of ms 
increases rapidly as a function of the amount of early market share time series avail-
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able to the model; this dependence is shown in Figure 4 (plot at right). Finally, a ten-
fold cross validation study shows that the model ms, although simple, provides good 
out-of-sample prediction performance. For example, with access to the first 15% of 
market share time series the model provides an out-of-sample prediction accuracy of 
over 82%.  
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